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Abstract— Traditional intrusion detection systems that 

have been used suffer from effectiveness problems, either 

because their ineffectiveness on detecting new unidentified 

threats or because they produce a high level of false positives 

and negatives alarms. These systems had limited efficiency due 

to being data-oriented and for that reason there is a need to 

change this approach. Process-Aware Information Systems 

(PAIS), in contrast with the traditional systems, are process-

oriented and these processes can involve applications, people 

and/or information sources on the basis of process models. 

Business Process Intrusion Detection System (BP-IDS) is a 

specification-based IDS that has proven to be successful in 

reducing the false positive and false negative errors. However, 

in order for BP-IDS to monitor the network in search for 

anomalies, a specification model of the business processes 

needs to be produced a priori. This specification model is 

constructed manually by the system administrator and, 

consequently, labor-intensive since the administrator needs to 

manually extract activities based on the data, i.e. find patterns 

within the log and specify which activities belong to each 

process. This dissertation is focused on providing system 

administrators with a module that is easy to use, versatile and 

produce good results. Throughout this document different 

approaches will be explained and compared in order to see 

which better fits the overall goal for the module. It was 

concluded that the module built throughout this dissertation, is 

able to, after an input of log files describing business processes, 

produce Business Process Model and Notation (BPMN) that 

are identical to specification models, produced by hand after 

analyzing the same log files used as input. Additionally, this 

work concluded that, among the different process mining 

algorithms considered, the Inductive Miner provided the best 

results, outputting BPMN models that are identical to a 

specification. This led to the conclusion that the Inductive 

Miner performed better than the other algorithms, on 

providing better models, and responded better to noise in the 

log. This work achieved its goal of providing system 

administrators with a module that can ease the work of 

producing specification by hand. 

Keywords— Process Mining, Intrusion Detection System, 

Process-Aware Information Systems, Process Discovery, 

Clustering, Process instance discovery, BP-IDS. 

I. INTRODUCTION 

In the early 1990’s organizations started to adopt software 

systems that manage and execute operational processes [1]. 

These processes can involve applications, people and/or 

information sources on the basis of process models. These 

systems are named PAIS, which are software systems that 

manage and execute operational processes involving people, 

applications, and/or information sources based on a process 

model [2]. The adoption of these systems illustrates a shift 

from data-oriented systems to process-oriented systems. 

This management trend shift clearly separates business 

process logic from application programs, which facilitates 

the redesign and extension of process models. The critical 

aspect of these systems is that the people who execute the 

activities have full control on deciding how actions enrol in 

order to achieve the desired outcome for the case [2]. As a 

consequence of having full access in the enrolling of 

actions, these systems allow for more control by whoever is 

executing the processes and so, administrators now have the 

ability to evaluate and provide the proper outcome for each 

action and how each action is connected to each other. This 

provides a better flexibility of workflow systems [3]. One of 

this kind of systems is the Workflow Management System 

(WMS) which typically store the start and completion of 

activities [4] and offer generic modelling and enactment 

capabilities for structured business processes [5]. 

Although this flexibility and control comes with 

advantages, it also hinders detecting frauds and errors, due 

to the fact that these systems tend to be monitoring diverse 

infrastructures and can enable critical business operations 

[6] such as monitoring, for example, a reactor’s temperature. 

This means that processes are not only beneficial to 

organizations, but also to attackers to exploit these 

processes.  

One solution to solve this problem is the use of Intrusion 

Detection Systems (IDS) to detect anomalies. As these 

events are detected, the IDS dispatch an alert to the system 

administrator of the occurrence, so the administrator can fix 

the issue before any major problem arises. Historically, the 

effectiveness of IDSs has been put into question, since these 



systems generate a lot of false positive and false negative 

errors, making them unreliable and untrustworthy [7] since 

they adopt the “one size fits all” strategy, making these 

systems too generic. Since environments vary amongst each 

other, these false positive and false negative rates are high. 

Modern approaches try to overcome those issues by 

abandoning the previously mentioned approach employed 

by many systems and proposing detection models that are 

more adapted/adaptable to the target environments.  

One of these approaches is named BP-IDS [8]. BP-IDS 

is a specification-based IDS that has proven to be successful 

in reducing the false positive and false negative errors. BP-

IDS being a PAIS, it monitors the business process 

executions and identifies non-compliance (anomalies) based 

on a specification. This specification is determined before 

BP-IDS deployment. However, the cost of creating, 

adapting and validating the model specification is still quite 

high, not only in BP-IDS but in all PAIS. This is due to the 

fact that pointing out which activities belong in a process is 

manual, and consequently labour-intensive, since the 

administrator needs to manually insert the processes and 

specify which activities belong to each process. This system, 

as the name suggests, is a process-aware system which 

means that it will validate whether there is an anomaly, in 

real-time, by analysing the processes being executed and 

compare them to the organization specification. Whenever 

there is a trace of a process violating the pre-determined 

specifications, BP-IDS will notify the organization of this 

anomaly, so it can be further investigated and corrected. As 

illustrated in Figure 1, which is an example of a BP-IDS 

monitoring infrastructure, the solution is implemented to 

capture, analyse and compare all traffic to the pre-specified 

processes. Traffic that comes to the switch is captured by the 

sensor and sent to the monitoring core. Although Figure 1 

only depicts one sensor, this monitoring core can have 

multiple sensors connected to it. Then, traffic is analysed 

and processed, in order to find traces of activities and 

compare them to the pre-specified business process model. 

Lastly, this information is sent to the monitoring application. 

If an anomaly is detected, a notification will be issued to this 

application describing the anomaly. In other words, BP-IDS 

will examine if said activities are in compliance with the 

business process specification. 

 

 

Figure 1 - Example of an infrastructure monitored by 

BP-IDS. 

II. PROBLEM DESCRIPTION 

Although the solution presented BP-IDS is a modern 

approach of the “classical” IDS, there is an inherent problem 

that needs to be solved and which will be the foundation for 

this thesis. Before BP-IDS can monitor the organization’s 

network, a specification must be determined and then, and 

only then, can BP-IDS start to monitor the network. As 

aforementioned, with all the traffic flowing in the network, 

BP-IDS needs to be able to identify evidence of business 

process activities and differentiate them into processes to 

determine a specification. This task is performed manually 

by the system administrator and, for large networks, is 

labour-intensive. Therefore, there is a need to automatize 

this module of business process discovery. To tackle the 

issue of this task being manual is where the contribution of 

this work will help BP-IDS, and system administrators, by 

implementing a module that does automatic process 

discovery.  

But even with this module and after all the traffic being 

analysed, BP-IDS will produce a possible specification. 

Then it is the administrator who has the final word on, after 

examining the possible specification provided by BP-IDS, 

inspect if the specification is correct or not. If it is, then all 

the traffic is going to be compared to this specification to 

detect anomalies. If not, the administrator has the ability to 

properly correct BP-IDS’s specification and then create the 

specification. 

A. Example of a real life problem 

To better describe the problem, let’s suppose there is a need 
for a certain organization to control water temperature at 50o 
Celsius. A thermometer that is in contact with the water is 
then connected to a sensor that reads the temperature of the 
water and is connected to a Programmable Logic Controller 
(PLC) using Modbus TCP protocol, which is a serial 
communication protocol (over TCP) used to connect 
industrial devices. Also connected to the PLC is an actuator 
that is connected to a resistor that, when the water’s 
temperature falls below 50o Celsius will, due to Joule’s first 



law, heat the water. Figure 2 shows this scenario and shows 
where BP-IDS would be monitoring the network. 

 

 

Figure 2 - Example of a BP-IDS deployment in a water 

temperature monitoring control system. 
 

As can be seen in Figure 3, the message exchange is as 

follows: (1) As the temperature is being read, the sensor 

sends messages to the PLC to inform if the temperature 

complies with the specification. (2) Then, the PLC 

acknowledges the communication and, if the temperature is 

below 50o Celsius, (3) it sends a command to the actuator to 

heat the water. (4) The sensor keeps sending the temperature 

of the water to the PLC ((5) with all the acknowledgments 

being sent by the PLC) and when it complies with the 

specification, (6) the PLC commands the actuator to stop 

heating the water. 

 

Figure 3 - Temporal message exchange. 

B. Module’s functioning on the example 

The discovery module will receive an event log containing 

the behaviour described above and will map the different 

activities (messages) into business processes automatically, 

which means perform business process discovery. Then, it 

will export a Business Process Model and Notation (BPMN) 

model, similar to the one shown in Figure 4, to be used by 

BP-IDS. 

 

Figure 4 - Example of the BPMN model for the water 

temperature monitoring system. 

 

After the model is exported, BP-IDS will start to monitor the 

network in search for anomalies. It will compare the 

activities it is capturing with the BPMN model generated by 

the discovery module and, if there is an anomaly, BP-IDS 

will issue an alert. An example of an anomaly in this 

scenario, would be the actuator continuing to heat the water 

when the water temperature is above 50o Celsius. 

III. PROCESS DISCOVERY MODULE 

The main goal of this work is to design and develop a semi-

automatic module to assist on the extraction and 

specification of business processes to be analysed by any 

PAIS, following the strategy presented below: 

• Receive log files from the system administrator –
These log files are obtained during the normal 
functioning of the business processes; 

• Assist the administrator in getting an overview of 
the log file – This helps in the sense that the 
administrator doesn’t need to study the log file to 
know which column represent what, thus saving 
time; 

• The ability to produce accurate results – Using the 
appropriated algorithms to produce the most 
possible accurate representation of the business 
process model, in case that the process instance ID 
and activity ID are known or produce good quality 
approximations when they are not known; 

• Being as versatile and independent as possible – 
The module is envisioned to be a plug-and-play, 
which means that everything that the module needs 
to perform a task is provided and no other third-
party software or specific hardware is needed. 

One aspect that is important to emphasize is that this 

strategy can be applied not only in a closed environment, 

which means in an environment that is not under attack in 

the moment that the business processes are being 

categorized, but also can be applied in an open environment 



where attacks may be occurring at the same time the log file 

is being generated. This is possible because it is the 

administrator who has the final word if a BPMN translates 

the correct behaviour of the normal functioning of the 

business processes. If it is not correct and the administrator 

detects any flaws in the model, he can then correct it making 

it fully compliant with the business processes. 

After having these business processes fully determined, 

reviewed and categorized, every activity/action that differs 

from the established “truth environment” are considered 

anomalies. Those anomalies may be considered faults in the 

system or potential attacks to the organization’s 

infrastructure. 

A. Module’s integration in existing PAIS 

Figure 5 shows the architecture of a PAIS with the 

discovery module. One thing that is important to notice is 

that the module is independent from the BP-IDS (or any 

PAIS-IDS). The module will produce a BPMN, which is a 

graphical representation for specifying business processes, 

which BP-IDS will use to produce rules. The module will 

only be connected to the Administrative application, which 

will permit the administrator to check if the model produced 

by the discovery module is accurate and allow the 

administrator to make necessary changes if needed. 

 

 
Figure 5 - Architecture of the work:  Discovery Module 

connected to BP-IDS. 

B. Module’s Architecture 

The discovery module works as illustrated in Figure 6 (using 

the semi-automatic approach): There is an input handler that 

will receive the event log, process it and then the 

administrator can decide which columns are relevant for the 

mining algorithm. Afterwards, the mining algorithm will 

mine a BPMN using the event log and use as Case ID and 

Event ID the columns selected in the selection stage. After 

all that, the module will output all BPMN files mined. 
 

 

Figure 6 - Software components that comprise the 

Discovery Module architecture. 

 

As mentioned previously, the module was designed to be 

semi-automatic in contrast with a fully automatic approach. 

But why was it designed that way? Is this a disadvantage? 

To answer the design choice of opting for a semi-automatic 

approach and not a fully automated one, it is important to 

point out that all the automated approaches in the research 

made for this work fail to provide valid results when dealing 

with some workflow patterns, mainly patterns with loops or 

parallelism, which are characteristics presented in many 

real-life scenarios. Other approaches fail to work due to the 

fact that the process instance ID and activity ID must be 

explicitly described in one column of the log file. But if said 

IDs are spread to one or more columns? In that case these 

approaches fail to infer these IDs and will not produce good 

quality results. Additionally, another problem that the 

automatic approaches have it is in the training stage where, 

in most of the time, the output is incomprehensible and 

impossible to validate, introducing wrong data/patterns into 

the models. The semi-automatic approach assures that the 

output can be validated and, therefore, more reliable. 

 

1) Handlers 

The first and last stage on the module’s execution are the 

input handler and the output handler, respectively and these 

handlers have one function. The input handler will receive a 

log file or network capture to be labelled and processed by 

the module and the output handler has the task of sending a 

zip file with all the resulting BPMNs for the administrator to 

download and inspect. 

 

 

 

2) Selection Stage 

This stage is comprised of two different algorithms: the 

labelling algorithm and the filter algorithm. 

 

a) Labelling algorithm 

The labelling algorithm will inspect the file and provide 

option labels for each column of the log file for the 

administrator to choose. There are four distinct 

actions/options to be chosen: 

• CaseID - This action instructs the module to use the 
correspondent column as a one that contain values 
that unequivocally characterize all different process 
instances (referred to as Case ID in most literatures) 
when generating a BPMN; 

• Event - This action instructs the module to use the 
correspondent column as a one that contain values 
that unequivocally characterize all different 
activities (referred to as Event Name in most 
literatures) when generating a BPMN; 

• Don’t Know - If the administrator has no idea or is 
not sure of what certain column represents this 
option should be selected. This will instruct the 
module to use this column on all possible 
combinations of Case ID and/or Event Name; 



• Delete - This option should be selected if the 
administrator is sure that a certain column has no 
meaningful information and should not be 
considered for the generation of the BPMN. 

 

b) Filter algorithm 

The Filter algorithm is executed when the administrator 
submits his log file or network capture. It tries to filter which 
action/option should the administrator choose for each 
column. The algorithm works as follow: 

• When there is a detection of a timestamp in the log, 
the corresponding column is filtered as “Delete”, as 
timestamps cannot be used by the mining algorithm 
to serve as Case ID or Event Name; 

• When there is an incomplete column (column that 
contains at least one blank element) in the log, the 
corresponding column is filtered as a “Delete”, as 
this column cannot be used by the mining algorithm 
as it throws an exception; 

• If the label of the column (the first value of a 
column) is either Case ID or Event Name, the 
algorithm filters that the corresponding columns 
should be used as “Case ID” and “Event Name”, 
respectively; 

• If none of the conditions stated previously are 
verified, then the algorithm is not able to filter 
anything, so it sets the value of the corresponding 
column as “Don’t Know”, so that each column can 
be used as “Case ID” and/or “Event Name” by the 
combinatorial algorithm that will be presented in the 
next section. 

 

3) Mining Stage 

In this stage there are two algorithms: The Combinatorial 

Algorithm and the Mining Algorithm and both work 

together inside a loop. It is important to emphasize that, 

from this point onwards, no more user interaction is needed 

as the tasks are fully automated. 

 

a) Combinatorial algorithm 

When submitting the desired actions for each column, the 

module will then proceed to analyse the options that the 

administrator chose and create a new labelled log file, based 

on the log file/network capture received in the input handler. 

This includes all columns except those that the administrator 

chose to delete. For each column chosen with the option 

“Don’t Know”, a BPMN must be mined for each 

combination of Case ID and/or Event Name, due to the fact 

that the administrator has no idea of what the column 

represents, and each combination can provide a completely 

unique BPMN. As for the case of BPMN there are cases of 

redundancy when applying all the combinations for all the 

columns with the option “Don’t Know”. 

 

b) Mining Algorithm 

When a combination is validated, i.e. non-redundant, a 

mining algorithm will use the check which columns will be 

used as process instance ID and which will be used as 

activity ID and proceed to mine a BPMN. After the BPMN 

is obtained, it is then stored in a folder. When all non-

redundant combinations are used and all the BPMNs have 

been obtained, the algorithm will zip the folder and send it 

for the administrator to download. For the process mining 

algorithm and based on the research performed for this 

work, two different algorithms were used to check the 

quality and accuracy of the BPMNs produced. Those 

algorithms are: The Heuristics Miner and the Inductive 

Miner. 

IV. LIMITATIONS 

Before discussing how the module helps, it is important to 

first take look on what are the limitations of the module 

regarding all the stages of described in Figure 6. Each stage 

has its own limitation not only due to the implementation of 

the module itself, but also from the framework that this 

module uses.  

 

1) How much log quality influence the end result? 

In this stage the main focus is the log file that the 

administrator uploads to be processed and the limitations 

that every stage of the module (and this stage in particular) 

has is regarding the quality of those logs. There are a few 

assumptions (which work as limitations) that were made 

during the development stage of this module. One of these 

assumptions is that the module is not able to function if 

there are columns that have blank elements (due to line 

incompleteness). For example, if a line that contains the 

Event Name has blank elements and the administrator 

chooses that line to be processed, an exception will occur 

when the framework tries to use that column on the mining 

algorithm. Due to this fact the filter algorithm will filter that 

such columns should be eliminated to prevent this exception 

to occur. 

Another assumption, that is a limitation, is that logs may 

not contain any kind of noise such as, logs that contain 

grammatical errors and/or lines that do not contain any 

meaningful information. This kind of noise will show on the 

BPMN producing inaccurate results. Figure 7 and Figure 8 

show an example of this where it was added one line at the 

end of the log containing the event “Induced Error”. The 

BPMN obtained and shown in those figures were obtained 

with the Heuristics Miner and using the same log file that 

generated the specification depicted in Figure 11. 



 
Figure 7 - BPMN obtained without noise. 

 

 
Figure 8 - BPMN obtained with the adding of noise. 

 

This is an example of adding an intentional line in the 

log that does not contain any relevant info, hence being 

named noise, and the module is not able to detect it. This 

behavior can also be the result of a known exception and, in 

which case, must be on the log if it happens often enough, 

but in this case, it only happens one time and doesn’t hold 

any useful information thus it is considered an inaccurate 

result. Also, to note that Figure 7, although showing the 

correct behavior from the log file, it presents some 

redundant paths, making it not the most concise and simpler 

model. 

Log quality is not only the limitation for this stage, but it 

also is for all stages making this limitation the most 

impactful one and the one that the administrator needs to 

ensure that it complies with the module’s restrictions in 

order for it to be able to produce BPMN. When the quality 

of the log, that will generate the specification is put into 

question, so is the ground truth basis. IDSs that utilize 

specifications as a learning basis need to have the most 

accurate data provided to them, otherwise they will not be 

able to differentiate an attack from a human error, which is 

going to contribute to false alarms or the non-detection of 

attacks. As a result, the chosen algorithm for the module 

needs to be able to assess what is noise in the log and what 

is not, so it can provide models that reflect the business 

processes, as accurately as possible, in order for the IDSs to 

have a reliable training set. 

  

2) Selection Stage 

This stage is comprised of two different algorithms, but only 

one of them (the filter algorithm) has limitations, as the 

other one doesn’t perform any processing task rather than 

storing the first ten distinct values for each column from the 

log file. 

The filter algorithm only filters few actions based on the 

quality of the log (if there are incomplete columns or 

columns containing timestamps) and based on the labeling 

of the log. If the administrator provides an unlabeled log file 

and there is a column containing the Case ID, the algorithm 

cannot filter that said column contains the Case ID, also the 

same is valid for the Event Name. Also, and as mention 

before, if there are any grammatical disparities in a column, 

the filter algorithm is not able to detect them and thus not 

warning the administrator to delete the said column, as it 

will produce an inaccurate BPMN.   

 

3) Mining Stage 

This stage is where the most time is spent during execution, 

due to the fact that each time a BPMN is produced, the 

ProM framework needs to initiate, and it takes some time to 

do so, making it a bit slow when the administrator selects 

the “Don’t Know” action for a lot of columns. Rather than 

this, the only true limitations are the ones involving the 

framework itself, as that the CLI mode doesn’t get the same 

development time and attention as the Graphical User 

Interface (GUI) gets, so a lot of plugins are not able without 

a GUI. One example of this limitations is the inability of the 

plugin that converts the CSV into the XES format (which is 

a standard format and it is required for the mining 

algorithms to work) doesn’t support more than one column 

to be used as Case ID or Event Name. This limitation was 

overcoming by concatenating every column that was 

selected to represent the Case ID and Event Name into a 

single column with all the values concatenated and then add 

that column to the log file to be mined. This, again, is an 

issue with the plugins developed for the framework and a 

clear example that the CLI and GUI version diverge in terms 

of functionalities, since that using more than one column is 

possible in the GUI version. 

 

V. EXPERIMENTAL WORK - HEURISTICS MINER VS 

INDUCTIVE MINER 

This section is going to focus the different results between 

the two algorithms and will try to determine which 

algorithm is more suitable for the module. 

 

A. Noise Handling between algorithms 

The Heuristics Miner has a certain amount of intolerance to 

noise. In the example shown in Figure 8, only one line was 

added containing an error message. This created an 

inaccurate result since the behavior depicted, although 

translating the correct behavior registered in the log, it 

doesn’t do it with total accuracy. The last line (the error 

line) was depicted in the model as a state that always needs 

to occur when, in fact, was just a onetime occurrence. 

Instead of the model presenting one alternative path to the 

end, it translates that this “Induced error” state must occur 



every time when a new process is executed. But, how does 

the Induced Miner handle the noise? Does it reproduce the 

correct behaviour? Figure 9 and Figure 10 show the output 

of the Induced Miner produced using the same log file and 

options as the BPMN produced by the Heuristics Miner 

shown in Figure 7, with and without the added noise in the 

end of the log. 

 
Figure 9 - BPMN obtained without noise using the 

Inductive Miner. 

  

 
Figure 10 - BPMN obtained with the adding of noise 

using the Inductive Miner. 

 

 
Figure 11 - Specification for the log file of the 1st and 

2nd experiment. 

 

As depicted in Figure 9, the BPMN obtained using the 

Inductive Miner correctly translates the behaviour (when 

compared to the specification depicted in Figure 11) and, in 

contrast with Figure 7, the model obtained from the 

Inductive Miner is free of redundant paths which make it the 

more concise and simpler model. Also, the BPMN obtained 

from the log which was added noise to, now shows the 

correct behaviour with the added path to the end and the 

added exclusive gateway. It is also crucial to emphasize that 

the model in Figure 9, 100% corresponds to the 

specification depicted on Figure 11 which demonstrates that 

the Inductive Miner can produce very accurate results. 

 

B. Experimental Overview 

In the previous section it was presented how the two 

algorithms differ in behaviour in the presence of noise in the 

log file, but which of the two algorithms present better 

results when comparing to a specification, like the one 

illustrated in Figure 11? To obtain a quantitative measure for 

the comparison between models, a need for a BPMN 

comparison tool was presented. From the research 

conducted it was assessed that the tool BPMNDiffViz [9] 

was the most appropriate to be selected due to being 

maintained by the IEEE Task Force for Process Mining. 

To understand the comparison results that are going to 

be presented, it is important to explain the measures that 

BPMNDiffViz [9] uses to give a final comparison result, i.e. 

how close/disperse is the evaluated model compared to other 

model, which in this case is always the specification model. 

When the tool receives two models it assessed the following 

information: 

• How many elements in common have the two 

elements (which are designated as “Matched 

Elements”)? 

• How many elements are present in the first model 

and not the second (which are designated as 

“Deleted Elements”)? 

• How many elements are present in the second 

model and not the first (which are designated as 

“Added Elements”)? 

After this assessment the tool assigns a “Final Score” 

based on how many “Added” and “Deleted” elements are 

present in the comparison. “Matched” elements do not 

contribute to the “Final Score”. With this in mind it can be 

concluded that the higher number of “Added” and “Deleted” 

elements presented in the comparison, the more disperse the 

two models are and higher the “Final Score” will be. 

For this work, four different experiences were 

conducted. Those experiences are the following: 

• First Experience – For this experiment the log file 

used was the one previewed in Table 1 with the 

options “Don’t Know” selected for every column, 

except the “Time” and “Protocol” column, which 

was selected the option “Delete”. 

• Second Experiment – Similarly to the first 

experiment the same log file was used in this 

experiment, but now the option for the column 

“CaseID” was changed to the “Delete” option to 

assess how the algorithms react without the 

presence of the explicit process instance identifier. 

The option for the column “Length” was also 

changed to the “Delete” option, since it does not 

offer any type of relevant information. 

• Third Experiment – For this experiment, the log 

file used was the one previewed in Table 2. Has for 



options, every column had the option “Don’t 

Know” selected, except the “Timestamp” column, 

which had the option “Delete” selected. 

• Fourth Experiment – Similarly to the third 

experiment, the same log file was used here but, for 

the same reason as the second experiment, the 

column “CaseID” had its option changed to 

“Delete”. 

 

Table 1 - Log file used for the first and second 

experiment. 
CaseID Time Source Destination Protocol Length Info

1 18:07.5 192.168.5.4 188.184.64.53 HTTP 485 Get Project

1 18:14.4 192.168.5.4 188.184.64.53 HTTP 516 Get Bibliography

1 18:14.5 188.184.64.53 192.168.5.4 HTTP 1480 Sucessful Operation

2 18:24.5 192.168.5.4 188.184.64.53 HTTP 485 Get Project

2 18:30.2 192.168.5.4 188.184.64.53 HTTP 510 Get What is

2 18:33.0 192.168.5.4 188.184.64.53 HTTP 505 Get Terms

2 18:33.1 188.184.64.53 192.168.5.4 HTTP 1339 Sucessful Operation

3 18:39.3 192.168.5.4 188.184.64.53 HTTP 485 Get Project

3 18:43.7 192.168.5.4 188.184.64.53 HTTP 511 Get History

3 18:45.9 192.168.5.4 188.184.64.53 HTTP 509 Get Proposal

3 18:46.1 188.184.64.53 192.168.5.4 HTTP 880 Sucessful Operation

4 18:52.8 192.168.5.4 188.184.64.53 HTTP 485 Get Project

4 18:54.8 192.168.5.4 188.184.64.53 HTTP 510 Get People

4 18:54.9 188.184.64.53 192.168.5.4 HTTP 385 Sucessful Operation

5 19:02.5 192.168.5.4 188.184.64.53 HTTP 485 Get Project

5 19:10.1 192.168.5.4 188.184.64.53 HTTP 516 Get Bibliography

5 19:10.5 188.184.64.53 192.168.5.4 HTTP 1053 Sucessful Operation  
 

Table 2 - Log file used for the third and fourth 

experiment. 
CaseID EventID dd-MM-yyyy:HH.mm Activity Resource Costs

1 35654423 30-12-2010:11.02 register request Pete 50

1 35654424 31-12-2010:10.06 examine thoroughly Sue 400

1 35654425 05-01-2011:15.12 check ticket Mike 100

1 35654426 06-01-2011:11.18 decide Sara 200

1 35654427 07-01-2011:14.24 reject request Pete 200

2 35654483 30-12-2010:11.32 register request Mike 50

2 35654485 30-12-2010:12.12 check ticket Mike 100

2 35654487 30-12-2010:14.16 examine casually Sean 400

2 35654488 05-01-2011:11.22 decide Sara 200

2 35654489 08-01-2011:12.05 pay compensation Ellen 200

3 35654521 30-12-2010:14.32 register request Pete 50

3 35654522 30-12-2010:15.06 examine casually Mike 400

3 35654524 30-12-2010:16.34 check ticket Ellen 100

3 35654525 06-01-2011:09.18 decide Sara 200

3 35654526 06-01-2011:12.18 reinitiate request Sara 200

3 35654527 06-01-2011:13.06 examine thoroughly Sean 400

3 35654530 08-01-2011:11.43 check ticket Pete 100

3 35654531 09-01-2011:09.55 decide Sara 200

3 35654533 15-01-2011:10.45 pay compensation Ellen 200

4 35654641 06-01-2011:15.02 register request Pete 50

4 35654643 07-01-2011:12.06 check ticket Mike 100

4 35654644 08-01-2011:14.43 examine thoroughly Sean 400

4 35654645 09-01-2011:12.02 decide Sara 200

4 35654647 12-01-2011:15.44 reject request Ellen 200  

C. Experimental Results 

Table 3 shows the results of the experiences described 

above. 

 

Table 3 - Experimental Results. 

Experiment Algorithm
Total BPMNs 

Available

Num. of Valid 

Results (%)

Lowest 

Total Score

Highest 

Total Score

Mean Total 

Score

Standard 

Deviation

Heuristics 

Miner
130 108 (83%) 11 908 205.6019 137.298

Inductive 

Miner
130 74 (57%) 0 969 219.6081 158.8884

Heuristics 

Miner
15 14 (93%) 14 235 145.2857 76.7625

Inductive 

Miner
15 8 (53%) 49 219 141 60.5103

Heuristics 

Miner
160 148 (92,5%) 22 351 148.7973 53.3707

Inductive 

Miner
160 67 (41,9%) 0 600 319.6716 203.9368

Heuristics 

Miner
70 60 (85,7%) 31 276 147.25 56.7983

Inductive 

Miner
70 34 (48,6%) 31 586 301.2059 213.4886

1

2

3

4

 
 

From the four experiments made, four main conclusions can 

be made: 

• The Heuristics Miner performed better in almost 

every aspect than the Inductive Miner, when no 

Case ID was present in the log. It performed better 

in having most valid results (i.e. comparisons that 

took less than 5 minutes to conclude), more concise 

results (by having a much lower standard 

deviation) and lower mean values in almost every 

test; 

• However, the Heuristics Miner could not generate, 

under any circumstance, a BPMN that was an 

identical match to the specification. The Inductive 

Miner however succeeded in that task under the 

condition that the Process Instance ID was 

explicitly present in the log. This leads to the 

conclusion that the Inductive Miner produces 

simpler results (without redundancy, as previously 

shown) and it is also more resistant to noise in logs; 

• If the Process Instance ID is explicitly on the log 

file, then the Inductive Miner is the more suitable 

algorithm. If it is not, then it is more or less a tie 

between both algorithms since the objective is to be 

closer to the specification as possible and not to 

assess which algorithm present a lower average or 

the furthest model compared to the specification. 

With this in mind, it was concluded that the 

Inductive Miner is the more suitable algorithm for 

the Process Discovery module; 

• It is possible for the Process Discovery module to 

produce an identical BPMN to the specification 

when the Process Instance ID is explicitly present 

in the log file. However, it was also assessed that, 

even though the Process Instance ID is not 

explicitly present, the module can produce a close-

enough BPMN to the specification, which can be 

refined by the system administrator to be used as 

specification for the business process. 



VI. CONCLUSIONS 

PAIS-IDS are systems which use a process model 

specification to detect anomalies. But the formulation of the 

specification is performed manually, and, for large 

organizations, this task is one of the most time-consuming 

and labor-intensive in process monitoring. Therefore, there 

is a need to automatize the task of inferring business 

activities and processes, that may not be strictly defined by 

the company as much as possible. Also, a specification 

needs to be produced, as BP-IDS needs to have one prior to 

its deployment. In this work, a process discovery module 

was created based on the strategy described in chapter 3. 

After feeding a log file as input, the module will output one 

or more possible specifications (depending on the 

administrator’s knowledge on the log). Then the 

administrator is able to choose the most accurate model 

produced and if said model correctly translates the behavior 

presented in the log, the IDS (in this case BP-IDS) is ready 

to be deployed and start monitoring the network, in search 

for anomalies. If not, the system administrator can make 

changes to this model and correct it. 

The module as a few limitations in particular the quality 

of logs which, it is assumed, to not contain any kind of noise 

such as, logs that contain grammatical errors and/or lines 

that do not contain any meaningful information, incomplete 

columns and it is assumed that is a combination of one or 

more columns that can unequivocally identify process 

instances and each activity, i.e. serve as Process Instance ID 

(Case ID) and Activity Name (Event Name) respectively. 

Also, the framework itself presents limitations since the CLI 

has fewer functionalities than the GUI, which makes design 

choices to be more calculated. 

As for comparing the Heuristics Miner with the 

Inductive miner it was concluded that the Heuristics Miner 

proved to be better at outputting more concise and overall 

accurate BPMN models. However, it fails at portraying an 

exact replica of the specification under any circumstance, 

which the Inductive Miner is able to do when the Process 

Instance ID is explicitly present in the log file. This suggests 

that if the Process Instance ID is present, the better 

algorithm would be the Inductive Miner. If it is not present, 

then it is more or less a tie between both algorithms since 

the objective is to be closer to the specification as possible 

and not to assess which algorithm present a lower average or 

the furthest model compared to the specification. With this 

said it can be concluded that the Inductive Miner fits more 

criteria for what the Process Discovery module is trying to 

achieve and therefore, is the more suitable algorithm to be 

integrated. 

This module helps system administrators in two major 

ways: Not having the necessity to know the contents of the 

log file in-depth and to not have the necessity to categorize 

each activity and each process instance, which saves a lot of 

time due to the fact that this task is done manually. As stated 

throughout this dissertation, if the administrator doesn’t 

know what a column represents, by selecting the “Don’t 

Know” option all non-redundant combinations will be 

mined and multiple BPMNs will be generated. Afterwards, 

the administrator only needs to inspect those BPMNs who 

are more accurate and perform changes, if needed, to make 

the BPMN correctly portray the business processes of the 

company. 

When approaching a process discovery problem, it is of 

prime importance to understand which process discovery 

techniques are available and which produce a satisfiable 

specification model and in a more automated way. Future 

work will attempt to determine which technique is better 

suited for BP-IDS to ensure that the most reliable, correct, 

flexible and simpler business process model is determined. 

A. Achievements 

This dissertation reached an important achievement, which 
was to semi-automate the task of formulating the 
specification module for a PAIS to use as a ground truth, to 
perform conformance checking. This task was performed 
manually and was labor intensive, as described throughout 
this dissertation. As this task can never be a truly automated 
one, since the system administrator must validate that the 
specification is correctly showing the expected behavior of 
the workflow, it is now a less time-consuming time since that 
the only action that the system administrator needs to do is to 
validate the outputted models and see if they match with the 
business processes of the company. This was achieved by 
building a module that was able to correctly output BPMN 
models that corresponded with the specification for the 
business process or output a close-enough model to be 
inspected, modified and to be used as specification 
afterwards. The module was also built in a way that it is 
totally independent from the system that it is running on. 
This was possible due to it being built inside a container with 
all the required dependencies and libraries inside. 

B. Future Work 

As future work this dissertation could be continued by 

addressing the following: 

• Implementation and testing of possible new 

techniques to correctly, more efficiently and 

automatically discover the process instance 

identification (Case ID) and the activity name 

(Event Name) column in the logs which, as 

explained, is mandatory to have for the mining 

algorithms to produce the resulting BPMN. This 

will save more time from the system administrator 

as he doesn’t need to spend time to understand and 

to choose which columns are more suitable for the 

process instance and activity discovery problem; 

• Implementation of a network traffic sniffing 

function that will capture packets in real-time and, 

when finished capturing will generate a BPMN of 

the captured traffic. 

• Implementation of better ways to filter the correct 

option based on the attribute values for each 

column. This will also increase the range of types 

of values that can be successfully filtered with this 

algorithm and will improve the ability to make this 



module more useful, as the administrator doesn’t 

need to label the log file in order for the filter 

algorithm to work. 

• BP-IDS needs a set of handlers that recognize if an 

activity as occurred or not. These handlers are 

generated by fetching information from the log file. 

Implementation of an automated extraction of these 

handlers need to be performed in order to better 

optimize the process of BP-IDS monitoring the 

network. 
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